
ESCI 386 – IDL Programming for Advanced Earth Science Applications 

Lesson 11 – Statistics 

 

Reading:  Bowman, Chapter 23 

 

GENERAL 

• IDL has many useful statistics functions and procedures.  We will just sketch a few of 

them here. 

 

RANDOM NUMBER GENERATOR 

• IDL has two procedures for generating random numbers. 

o The RANDOMN function generates pseudo-random numbers that are normally 

distributed. 

o The RANDOMU function generates pseudo-random numbers that are uniformly 

distributed. 

• Actually, using keywords, either procedure can generate random numbers that follow 

any of a normal, uniform, binomial, Poisson, or gamma distribution. 

 

REGRESSION 

• A common task is regression analysis and curve fitting.  IDL has several different 

functions for this. 

• To demonstrate IDL’s capability, we first generate some noisy linear data. 

o The code below generates noisy linear data with slope of about 3 and y-intercept of 

about negative 10  

; generate some linear data with Gaussian noise superimposed 

n = 100     ;  number of data points 

m = 3       ;  slope of idealized data 

b = -10      ;  y-intercept of idealized data 

dx = 0.1    ;  data increment 

x = dx*findgen(n)  ;  x values 

y = m*x + b ;  idealized y values 

noise = 5*randomn(seed, n)  ; generate normally distributed noise 

y = y + noise   ;   noisy y values 

• A plot of x and y looks like 
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o Note:  Every time you run the code above it will look slightly different, unless you 

always use the same value for the seed in the RANDOMN function. 

• Imagine we are given this data without knowing how it was generated, and we want to 

see if and want to see if x and y are correlated.  One way would be to use the 

CORRELATE function: 

result = correlate(x, y) 

print, result => 0.860824 

• The correlation coefficient is 0.86, so the variables appear to be correlated. 

• Suppose we want to find the best fit line through the data.  There are several methods to 

do this.  They are as follows: 

 

LINEAR REGRESSION 

• The REGRESS function will do single or multiple linear regression.  To use it on our 

data we would type 

m = regress(x, y, const = b, correlation = r, ftest = f,$ 

  yfit = yregress) 

• The variable m will be the slope of the regression line. 

• The variable b is the y-intercept of the regression line. 

• The variable r is the correlation coefficient (same as from the CORRELATE function). 

• The variable f is the f –test value for the goodness-of-fit test. 

• The array yregress contains the data values for the best fit line.  If you over-plot it on 

the data 

oplot, x, yregress 

you get the plot below. 
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OTHER LINE FITTING ROUTINES 

• IDL has several other line-fitting routines, as demonstrated below 

• LINFIT and LADFIT 

o Both LINFIT and LADFIT fit a line to data. 

o LINFIT does so by minimizing a chi-square function, while LADFIT minimizes the 

absolute deviation. 

� LINFIT will give you the same line as will REGRESS. 

o The plot below compares the two (LINFIT is the solid line and LADFIT is the 

dashed line). 

 

CURVE FITTING 

• IDL can also fit curves to data points. 

• To view these procedures, look up “Curve Fitting” in the online IDL help. 
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STATISTICAL MOMENTS 

• IDL can find the mean, median, variance, skewness, kurtosis, and other statistical 

moments and parameters.  There are either separate procedures to find these moments 

separately (MEAN, VARIANCE, STDEV, SKEWNESS, MEDIAN, MIN, MAX)  or you can use 

the MOMENT function to find many of them simultaneously. 

 

HISTOGRAMS 

• The HISTOGRAM function can plots histograms of data. 

• The code below generates some normally distributed pseudo-random numbers, and 

then plots a histogram. 

; generates and plots histogram of normally 

; distributed data 

read, n, prompt = "Enter number of data points: " 

read, width, prompt = "Enter width: " 

data = width*randomn(seed, n)  ;  normally distributed data 

hist = histogram(data, nbins = 50, locations = bins) 

plot, bins, hist, psym = 1 

END 

• You can try it with various values of n and width. 

o The bigger n is, the closer to a bell curve is the histogram. 

• You can also try the code using the RANDOMU function in place of RANDOMN, to get a 

uniform distribution. 

 

PROBABILITY DISTRIBUTIONS 

• IDL has built in functions to compute probability distributions and cut-off values for 

the F-, Chi-square, Poisson, normal, binomial, and T-distributions. 

• So, when doing an F-test for instance, you could use the F_CVF function to find the cut-

off value for the F-distribution. 


